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Hi guys; 

Here is a draft white paper addressing an action item I snagged at the last

1609 meeting. 

At that meeting, the question of how to use and manage the Application Class

ID and Application Context Mark came up. There was general discussion about

the need for a special ACID/ACM assignment authority.

However, I thought about this a bit, and realized that we probably don't

need to do this at all.

If used in a straightforward manner, the ACID and ACM should allow for

useful message handling by the stack. However, these values do not have to

be super extensive to support this. I think the issue is that some folks

want to use these values to support a primitive application to application

messaging system. By having application unique ACMs applications don't need

to handle message exceptions. They only every get messages intended for them

and them alone, and presumably they know how to deal with those. However,

this means that we have to manage a potentially huge ACM space, and it also

effectively inhibits flexibility in how applications share and use messages

across classes. This last point is important since we are inexorably

migrating to a world where the source application knows little about the

receiving application and vice versa. A world where messages carry their own

structural definitions (e.g.XML), so they may be used by many applications

that share content, but not fixed message formats.

Why on earth would we then implement a comm stack that assumes (in fact

demands!) a fixed one-to-one application relationship?

In preparing this, I was also led to see that the ACF is just more of this

application-unique-stuff-in-the-stack. It basically seems to mostly serve as

either a redundant payload, or as a sneaky way to send service related

messages on the control channel (through a WSA no less!!  AAAACK!!!!)

So, my recommendation is that we ditch the ACF, we fix the ACID and ACMs

using a logical hierarchical structure, and we use the standard as the

management system, for that.

I realize that this may be somewhat late in the standard development

process, and that not everyone will agree, but the standard, and the stack

should be as simple and streamlined as possible, and adding in complexity to

serve a few oddball cases (or users) seems silly.

I appreciate your comments.
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Summary

This white paper is submitted in response to an action item generated at the March 2006 P1609 working group meeting. In this meeting several issues surrounding the definition, use and management of the Application Class Identifier (ACID) and its associated Application Context Mark (ACM) were raised. In general, the original idea was that the ACID values would be assigned to specific classes of applications, and ACM values would be assigned to specific application implementations by some to-be-determined management entity. Since the development of these initial thoughts, however, the use of the ACID/ACM values in the WAVE stack has changed. It is not clear today if these values need to be unique to specific application implementations, so, it is unlikely that a special management entity needs to be identified. If these values change infrequently (which appears possible based on this white paper) then providing them in an easily updated annex to the standard will serve the dual objectives of assuring interoperability and also assuring adaptability over time. 

Background
The WAVE protocol makes use of two application identifiers. These are the Application Class Identifier (ACID) and Application Context Mark (ACM). The intent of these numbers is to uniquely identify applications. This identification is used in received message processing, and also in service announcements. 

Received Message Processing:

On receipt of a message, the WAVE stack examines the ACID and ACM values and determines if any applications have registered to receive messages with these ACID and ACM values. If no application program has registered for the received message ACID/ACM value, then the message is ignored. If an application has registered to receive messages with the received message ACID/ACM value, then the WAVE stack completes processing of the received message and, through an unspecified method, passes the message to the application that registered for it. The application program may also make use of the ACID/ACM value, but this is outside the scope of the standard. 

Service Announcements:

WAVE devices may offer services to other WAVE devices. Most typically these services will be offered by or through a Roadside Unit (RSU). Services are announced on the Control Channel (CCH) and are provided on one of the Service Channels (SCH). The service must be announced so that WAVE devices will know which service channel to use during the service interval. 

To announce a service, the service providing WAVE device compiles a Wave Service Announcement (WSA) message which contains fields indicating the ACID/ACM values and corresponding channel number for each service that will be offered on the next service channel interval. 

WAVE devices receiving this WSA examine the announced ACID/ACM values, and using an internal arbitration scheme, decide which service channel to use during the next SCH interval. The P1609.3 Standard specifies some elements of this arbitration scheme, but since this has no bearing on interoperability, the specific SCH arbitration scheme will very likely depend on each stack software developer’s implementation (my recommendation is that the definition of the process in the standard be made informative). 

It is important to point out that the original standard also included a checking operation where an application program was required to register ACID and ACM values with the WAVE stack so that it could send messages. This requirement was eliminated in the most recent draft of the standard because it was seen to provide no utility. Removing this requirement eliminates a non-useful step in the message sending process, but more importantly, it allows applications to source messages from different ACID/ACM values than they receive from, and it avoids issues with multiple applications in a WAVE device sending messages with the same ACID/ACM. This dissociation of sending and receiving applications has far reaching consequences, the most important of which is the elimination of the need for unique application identification. 

ACID/ACM Issues

The use of ACID/ACM values in the protocol raises a number of key issues. These are: 

1) Application Class Definitions

2) Assignment and Management of ACID/ACM values

3) Multiple Application Use of ACID/ACM Values

4) What is the Utility of the Application Control Field?

Assignment and Management of ACID/ACM Values:

ACIDs are currently assigned to the following values. 

0: system

	1: automatic-fee-collection
	14: multi-purpose-payment

	2: freight-fleet-management
	15: dsrc-resource-manager

	3: public-transport
	16: after-theft-systems

	4: traffic-traveler-information
	17: cruise-assist- highway-system

	5: traffic-control
	18: multi-purpose-information system

	6: parking-management
	19: public-safety

	7: geographic-road-database
	20: vehicle-safety

	8: medium-range-preinformation
	21: general-purpose-internet-access

	9: man-machine-interface
	22: on board diagnostics

	10: intersystem-interface
	23: security manager

	11: automatic-vehicle-identification
	24: signed WSA

	12: emergency-warning
	Other values: Reserved

	13: private
	


These descriptions were developed in the early stages of DSRC standards, and clearly they need some revision. For example, ACID 20 Vehicle Safety is a huge application area that will embody many different types of applications; ACID 16 After-Theft Systems is rather specific and should reasonably be placed in a more general class of Vehicle Location and Status Services, or Vehicle Location and Remote Control Services. It is unclear how ACID 6 Parking Management would, in an operational sense be different from ACID 14 Multi-Purpose Payment, or now that differs from ACID 1 Automatic Fee Collection. All three of these application classes involve payment of some sort. A better classification might be to have a class of high speed payments (intended, for example for Free Flow Toll Collection or Road Use Fee Collection), and a separate class for low speed or stationary payments where, for example the charges might involve some form of back office transaction (e.g. a credit card). If Parking Management is supposed to address directing vehicles to specific areas, then this is actually a form of Traffic Control, or possibly just a local service.

Clearly the basic service classifications (ACIDs) need to be reviewed. 

Assignment of ACID/ACM Values:

ACID values and service definitions were discussed above. ACM values are not currently defined. The original thought was that some unspecified body would manage the ACID definitions and number assignments, and that application developers would request (from this body) unique ACM number assignments for their particular application implementations. This is also the reason for the rather large number space for ACMs (and for Application Control Field (ACF) numbers) (up to 256 bytes). 

It is not clear if this is necessary. If the application classes are reasonably broad, then the ACM field can be used to narrow the scope of the application within that broad field. It is not clear why each unique application needs to have its messages filtered by the stack, and, in fact, as common message sets are developed, it is increasingly likely that many makers will implement cooperative, application functions in different application programs. If these are assigned unique identifiers, cross application messaging will become quite complex, and we will need to find a way to keep all WAVE devices up to date with the latest cross references of cooperative applications (ACMs). Not doing so will assure that older applications cannot communicate with newer ones. So, this approach is not really very scalable, and it actually suppresses flexibility.

If we fix the ACID/ACM values, then the P1609 standard is a good place to manage them. Newly created application classes or subclasses can be added through a standards revision process with little effort, and all users can be assured that the interoperable elements of the standard are all defined in one place: The P1609.3 standard. It would make sense to structure these definitions along the lines of the various known use cases contemplated for DSRC/WAVE.

The following table illustrates a possible structure for the ACID/ACM space. 

	ACID Value
	ACM Value
	 
	Title/Subtitle
	Description
	Original ACID Assignment

	1
	 
	Moving Payments
	Payments made using specialized systems that require  high speed transactions due to fast moving vehicles
	 

	 
	1
	 
	Highway Tolls
	 
	1: automatic-fee-collection

	 
	2
	 
	Bridge Tolls
	 
	 

	 
	3
	 
	Road Use Payments
	 
	 

	2
	 
	Point of Sale Payments
	Payments made while the vehicle stationary or traveling very slowly, such that payment transactions can be handled with, for example, a back office system like a credit card clearing  company
	 

	 
	1
	 
	Parking
	 
	6: parking-management

	 
	2
	 
	Retail Purchases
	 
	14: multi-purpose-payment

	3
	 
	Roadway Alerts
	Messages sent out by TOCs, road management authorities and others  disclosing conditions and incidents
	5: traffic-control

	 
	1
	 
	Roadway Conditions
	 
	8: medium-range-preinformation

	 
	2
	 
	Weather Conditions
	 
	 

	 
	3
	 
	Closures and Restrictions
	 
	 

	 
	4
	 
	Traffic Incidents
	 
	 

	4
	 
	Signage
	Messages sent out by local road authorities to supplement existing roadside signage
	 

	 
	1
	 
	Warning Signs
	 
	 

	 
	2
	 
	Speed Limits
	 
	 

	 
	3
	 
	Service and Convenience Notices
	 
	 


	5
	 
	Vehicle Safety

 
	Messages associated with applications that provide support to the driver to enhance driving safety
	20: vehicle-safety

	 
	1
	
	Heartbeat
	 
	 

	 
	2
	
	Traffic Signal State
	 
	 

	 
	3
	
	Emergency Braking
	 
	 

	 
	4
	
	Speed Recommendations
	 
	 

	 
	5
	
	Road Geometry Update
	 
	7: geographic-road-database

	6
	 
	Public Safety
	Messages sent by emergency  and maintenance vehicles to allow others to be warned of their presence and operations
	19: public-safety

	 
	1
	 
	Emergency Vehicle
	 
	 

	 
	2
	 
	Maintenance Vehicle
	 
	 

	 
	3
	 
	Roadwork
	 
	 

	7
	 
	Mass Transit
	Messages sent by Mass transit vehicles to allow others to be warned of their presence and operations
	3: public-transport

	 
	1
	
	Train
	 
	 

	 
	2
	 
	Bus
	 
	 

	8
	 
	Commercial Vehicle Management
	Messaging to support public management of commercial vehicles (note fleet operator management would be done via Private Remote Services)
	2: freight-fleet-management

	 
	 
	 
	Hazmat
	 
	 

	 
	 
	 
	Weights and Tariffs
	 
	 

	9
	 
	Road Maintenance Vehicle Management
	Messaging to support public management of public road maintenance vehicles 
	 


	10
	 
	Vehicle Location and Status
	Messaging to support location of a particular vehicle and/or assessment/control of the state of a vehicle
	 

	 
	1
	 
	Stolen Vehicle Tracking/Disablement
	 
	16: after-theft-systems

	 
	2
	 
	Geo Fencing
	 
	 

	 
	3
	 
	Remote Window, Door lock, headlamp control
	 
	 

	11
	 
	Traffic Information
	Messaging to collect vehicle information and to deliver roadway speed/travel time information
	4: traffic-traveler-information

	 
	1
	 
	Probe Data
	 
	 

	 
	2
	 
	Road Segment Metrics
	 
	 

	12
	 
	Security Management
	Messaging to manage security functions of the system
	23: security manager

	 
	1
	 
	CRL Distribution
	 
	 

	 
	2
	 
	Certification
	 
	 

	 
	3
	 
	Incident Reporting
	 
	 

	13
	 
	Private Remote Services
	Messaging to remote private systems, primarily via the Internet
	13: private

	 
	 
	 
	 
	 
	22: on board diagnostics

	 
	 
	 
	 
	 
	21: general-purpose-internet-access

	 
	 
	 
	 
	 
	2: freight-fleet-management

	14
	 
	Private Local Services
	Messaging to local systems to provide localized services (I.e self contained, not internet based)
	 

	 
	1
	 
	Parking Management
	 
	6: parking-management

	 
	2
	 
	Local Service Announcements
	 
	 

	 
	3
	 
	Smog Check
	 
	22: on board diagnostics

	15
	 
	Legacy Systems
	Messaging to support legacy systems that may have specialized needs and limitations
	15: dsrc-resource-manager

	16
	 
	WAVE Service Announcement
	Wave Service Announcements
	24: signed WSA


The table illustrates that most of the existing ACID definitions are represented in the proposed set with the following exceptions: 

	9: man-machine-interface

	10: intersystem-interface

	11: automatic-vehicle-identification

	12: emergency-warning

	17: cruise-assist- highway-system

	18: multi-purpose-information system


Most of these are either insufficiently defined, or their utility in a DSRC system is questionable. 

The only drawback, albeit minor, to limiting the ACMs is that some messages will be delivered to registered application programs that cannot understand them; such messages can simply be ignored. This seems a far better solution that creating a large number assignment process/infrastructure and imposing the resulting maintenance requirements on the system and the devices. 

Multiple Application Use of ACID/ACM Values:

The stack is currently required to only allow a single application program to register any given ACID/ACM value. In addition, if any application registers with a “Match Any ACM” value (wildcard) this effectively prohibits any other application from using the ACID. At issue here is that the delivery mechanism from the WAVE stack to the application programs is undefined. There is concern that if multiple application programs register to receive messages with the same ACID/ACM value then the WAVE Stack must replicate messages. It might make more sense to define a no-frills delivery interface that dissociates the WAVE stack from the application programs. For example, the WAVE stack might simply write messages into a table indexed by ACID/ACM values that application programs had registered for. These entries would be persistent for some minimum time period. Any application that had registered with that ACID/ACM value could then read the table to receive the message. This approach places no restrictions on the number of application programs that can register for any given ACID/ACM value. Better still might be to simply eliminate the one-application requirement, and let developers work out how to deal with the implementation. AT the end of the day, this is not an interoperability issue, so the standard need no be concerned with it. 

What is the Utility of the Application Control Field?

In addition to the ACM, the P1609.3 standard includes a variable length field called the Application Control Field (ACF). The function of this field is unclear. Table 10 of the standard describes the ACF as “A field available for application-to application information transfer in the WSA”. However, the WSA is a broadcast message intended to announce services to be provided on the SCHs during the service interval. It is not intended to also provide application-to-application messaging. This is what message payloads are for. Allowing this functionality is effectively using the WSA to provide service functionality on the control channel, a use of the CCH that is prohibited. The use of the ACF in a message is also of questionable utility since this is essentially duplicative of the message payload. 
Recommendations

The ACID and ACM definitions provided in this white paper should be reviewed and extended as necessary, and should be included in a normative annex to the P1609.3 standard. The ongoing management of these definitions and values is thus a standards revision process which will assure interoperability between standards compliant devices. This stability will also provide a solid basis for application developers to work from. We do not need a separate management authority for this. 

The variable length of the ACM should be dropped. It should be a 1 byte field. This allows for 256 different subclasses within a single Application Class, and this should be quite sufficient.  

The language describing how the stack arbitrates between services based on ACID and ACM should be made informative. This is highly implementation dependent, and has no bearing on WAVE device interoperability. 

The language limiting ACID/ACM registration to single applications should either be dropped or made informative. This is highly implementation dependent, and has no bearing on WAVE device interoperability.

The Application Control Field should be dropped form the standard. This field provides functionality that is redundant with the message payload, and subverts the use of the control channel for service purposes. Since it is effectively unbounded in size it also may represent a bandwidth burden that may conflict with safety use of the control channel. 

